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ABSTRACT

Graph generation plays a pivotal role across numerous domains, including molecular design and knowledge graph construction.
Although existing methods achieve considerable success in generating realistic graphs, their interpretability remains limited,
often obscuring the rationale behind structural decisions. To address this challenge, we propose the Neural Graph Topic Model
(NGTM), a novel generative framework inspired by topic modeling in natural language processing. NGTM represents graphs
as mixtures of latent topics, each defining a distribution over semantically meaningful substructures, which facilitates explicit
interpretability at both local and global scales. The generation process transparently integrates these topic distributions with
a global structural variable, enabling clear semantic tracing of each generated graph. Experiments demonstrate that NGTM
achieves competitive generation quality while uniquely enabling fine-grained control and interpretability, allowing users to tune
structural features or induce biological properties through topic-level adjustments.

1 Introduction

Graph generation is a fundamental task with diverse applications—including molecular design1, knowledge graph construction2,
and relational data modeling3. While generating valid and accurate graphs is essential, understanding the underlying generative
process and explaining structure formation is equally crucial4. This significance is particularly evident in high-stakes applications
like drug discovery5, where generation process interpretability builds trust, enables rational design, and supports downstream
scientific analysis6–8.

Despite its importance, interpretability remains a major challenge in existing graph generation models9–11. Sequential
methods, such as the auto-regressive model Graph Generative Pre-trained Transformer (G2PT)12 and the reinforcement learning-
based model ExSelfRL13, generate graphs step-by-step by incrementally adding nodes and edges. While their procedures
are explicit, the underlying decisions depend heavily on hidden states, making semantic interpretation difficult. In contrast,
models based on VAEs like DAVA14 and GANs like ConfGAN15 generate entire graphs from latent representations in a single
forward pass, while diffusion-based models like ConStruct16 iteratively refine graphs from random noise. Although these
methods achieve strong performance and capture complex distributions, their latent spaces are often opaque and unaligned with
interpretable graph components. As a result, they struggle to provide insights into the reasoning behind generated graphs.

Graphs are often composed of key substructures that define their topology and functionality17. For example, molecular
graphs contain recurring building blocks like functional groups or rings, which are essential to their structural diversity and
chemical behavior18. Explicitly modeling these substructures improves the quality and diversity of generated graphs while un-
covering hidden patterns that reveal new domain knowledge19, 20. Additionally, this approach enhances generation transparency,
enables precise control over substructure inclusion, and ensures generated graphs align with real-world characteristics.

However, achieving interpretable graph generation remains challenging. Post hoc methods analyze latent features or learned
representations after generation to identify meaningful patterns in graphs21, 22. While useful, these approaches do not influence
the generative process itself, leaving the reasoning behind structural decisions untraceable. Some generative models construct
molecular graphs from substructures18–20. Although effective in improving validity and modularity, these methods have two
key limitations: (1) they often struggle to automatically discover and organize previously unseen substructures into coherent
semantic units; and (2) they often lack a unified, transparent narrative of the generation process, making it difficult to trace
the relationships and contributions of individual substructures to the overall graph. Moreover, such reliance on predefined or
pre-extracted substructures can constrain generative flexibility and hinder the discovery of novel structures.

To address these challenges, we propose the Neural Graph Topic Model (NGTM), a novel interpretable generative framework
inspired by topic modeling techniques in natural language processing23. NGTM models graphs as mixtures of latent topics,
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Figure 1. Figure 1. Overview of the NGTM framework for interpretable graph generation. (a) The probabilistic graphical
model of NGTM. (b) Training phase: NGTM infers topic mixtures from real graphs and discovers semantically meaningful
substructure topics, enabling reconstruction through interpretable latent factors. (c–e) Generation phase: (c) Multinomial
sampling from q assigns each substructure to a topic, and the corresponding latent vectors are decoded into interpretable
substructures. (d) Mapping matrices determine how substructures are softly aligned and integrated into the growing graph. (e)
Visualization of the sequential assembly process guided by global structure vectors. (f) Example of controllable generation:
adjusting topic proportions modifies graph semantics.

with each topic corresponding to a distinct distribution over interpretable graph substructures (e.g., rings, motifs, functional
groups in molecular graphs). By explicitly extracting reusable structural units and organizing them into semantically coherent
topics, NGTM achieves clear semantic organization in graph generation. Based on the topics, the generation process in NGTM
is transparent and traceable, comprising three clear steps: (1) sampling a topic mixture to define the semantic profile of the
target graph; (2) sampling relevant substructures based on these sampled topics; and (3) assembling these substructures under
learned structural constraints to form a coherent graph, thus integrating both local interpretability (via explicit substructures)
and global interpretability (via topic mixtures) in a unified and transparent way. Our experiments reveal that NGTM not only
achieves competitive generation quality but, more importantly, pioneers a new level of interpretability and controllability in
graph generation. The learned topics align robustly with meaningful structural and functional classes (e.g., carcinogenicity),
providing a clear semantic basis. By adjusting these topics, NGTM enables continuous and fine-grained control over key graph
properties, allowing the generation process to be precisely steered toward desired outcomes.

2 Results
2.1 Overview of the NGTM Graph Generation Process
Graphs can be viewed as compositions of structural motifs or substructures, each originating from a semantically meaningful
latent topic. For example, molecular graphs typically contain interpretable substructures like rings, chains, and functional
groups that frequently co-occur. To explicitly capture this structural diversity, we propose NGTM, a novel and interpretable
generative approach that models graph structures as assemblies of substructures sampled from a set of latent topics. Specifically,
we assume there are K latent topics, each topic defines a Gaussian distribution over latent embeddings of substructures, denoted
as F = N(mk;s k)K

k= 1. These distributions are parameterized and learned through a Conditional Variational Autoencoder
(CVAE)24, with topics serving as conditioning variables during training. Such a design enables the generation of diverse and
potentially novel substructures without relying on a predefined substructure vocabulary. Latent vectors sampled from these
topic-specific distributions are decoded into adjacency matrices representing meaningful subgraphs. To govern the semantic
composition, we introduce a latent variable drawn from N(mq ;s q ), transformed via softmax into a topic proportion vector
q . This vector directs the topic selection for substructure generation, ensuring semantic coherence in the resulting graph.
Additionally, we introduce a global structural variable g � N(mg;s g) to capture high-level topological properties such as
density, connectivity, and overall layout. This global guidance ensures that the final assembled graph is coherent, realistic,
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and structurally sound. The NGTM generative framework is outlined in Figure 1, where Figure 1(a) shows the probabilistic
graphical representation detailing the relationships between latent variables involved in the generation process. Figure 1(b)
illustrates the training phase, during which NGTM learns topic mixtures from observed graphs and organizes substructures
into semantically coherent topics to support interpretable reconstruction. Figures 1(c) to (e) depict the generation process: (c)
shows how topic assignments are first drawn from the sampled topic proportion vector q , and corresponding substructures are
generated by sampling latent vectors from the assigned topic-specific distributions. (d) depicts the construction of soft mapping
matrices for each substructure under the guidance of the global structural vector g, determining how substructures are integrated
into the current graph. (e) visualizes the step-by-step assembly of the full graph by sequentially merging substructures according
to the learned mappings and global structural constraints. Figure 1(f) demonstrates controllable generation, where adjusting
topic weights results in interpretable changes to graph-level properties, such as reducing diameter or altering predicted class
labels. The full generative process of NGTM can be summarized in the following three stages:

1. Global and semantic initialization:
a. Sample latent semantic vector zq � N(mq ;s q ) and derive topic proportion vector q = softmax(zq ).
b. Sample global structural guidance vector g � N(mg;s g).

2. Substructure generation loop (for w = 1; : : : ;W):
a. Select topic cw � Multinomial(q).
b. Generate latent substructure vector zw � N(mk= cw;s k= cw) and decode substructure sw.

3. Final assembly: Combine substructures and global guidance: G = f (s1;s2; : : : ;sW;g).

2.2 Experimental Setup
2.2.1 Baselines
We compare our approach with several state-of-the-art graph generation models, covering a diverse set of generative paradigms:
(1) GraphVAE 25: A variational autoencoder (VAE)-based model that generates graphs in a one-shot manner using latent
embeddings. (2) GraphVAE-MM 26: An enhanced version of GraphVAE trained with a micro-macro objective that balances
local and global structural fidelity. (3) GraphRNN27: An autoregressive model that generates graphs sequentially, modeling the
distribution over adjacency vectors using RNNs. (4) GRAN28: Graph Recurrent Attention Networks generate graphs in blocks
of nodes and their edges using attention mechanisms. (5) BiGG29: A scalable autoregressive model for generating large and
sparse graphs using graph partitioning and latent codes. (6) DiGress30: A discrete diffusion model that treats graph generation
as a denoising classification task over discrete node and edge types, incorporating structural features to improve expressiveness.
(7) G2PT12: A pre-trained autoregressive graph generation framework that represents graphs as sequences and leverages
transformer architectures with task-agnostic fine-tuning capabilities. (8) ConStruct16: A constraint-aware diffusion model that
embeds structural constraints such as planarity or acyclicity directly into the generation process through projection operators
and noise design. (9) NGTM Variants: We further compare against ablated versions of our NGTM model: (1) NGTM w/oGE:
This variant removes the global encoder, assessing the importance of global structural guidance. (2) NGTM Parallel: In this
version, the Substructure Assembly Module performs simultaneous aggregation of all substructures rather than sequential
composition.

2.2.2 Datasets
We utilize one synthetic dataset and three real-world datasets: (1) Lobster31: This dataset includes 100 synthetic graphs with
10 � j V j � 100. The average number of nodes is 52. These graphs are trees where each node is at most 2 hops away from a
backbone path. (2) MUTAG 32: MUTAG is a dataset with 10 � j V j � 28 comprising 188 mutagenic aromatic and heteroaromatic
nitro compounds. The average number of nodes is 18. (3) PTC33, 34: PTC is a dataset of 344 chemical compounds with
4 � j V j � 103 that report the carcinogenicity of male and female rats. The average number of nodes is 26. (4) Ogbg-molbbbp35:
This dataset consists of 2039 real-world molecular graphs with 2 � j V j � 132. The average number of nodes is 23. Train/Test
Split. We follow the same protocol as26, 27, 29 and create random 80% and 20% splits of the graphs for training and testing,
respectively. Additionally, 20% of the training data in each split is used as the validation set.

2.2.3 Implementation Details
Training is performed using the Adam optimizer with a learning rate of 0.0003. The model is trained for up to 20,000 epochs,
and the version with the best validation performance is selected for testing. We fix the number of topics K = 10, the number
of sampled substructures W = 30, and set the substructure size n to the average number of nodes in each dataset. We fix the
number of topics K = 10, the number of sampled substructures W = 30, and set the substructure size n to the average number
of nodes in each dataset. Although these hyperparameters may not yield the best possible reconstruction accuracy, they provide
a balance between interpretability and generation quality in our experiments. The NGTM framework is composed of modular
components: a topic encoder, structure encoder, and global encoder—each implemented with four GCN layers, followed by
Layer Normalization and average pooling. The structure decoder consists of three linear layers. For substructure assembly, we
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Table 1. Comparison of NGTM and baselines. Best results are bold, second best are underlined.

Method MUTAG Lobster
Deg. # Clus. # Orbit # Spect # Diam. # MMD # F1 " Deg. # Clus. # Orbit # Spect # Diam. # MMD # F1 "

50/50 split 3e-4 0 2e-5 0.007 0.002 0.027 97.96 8e-4 0 0.003 0.004 0.023 0.04 98.99
GraphRNN 0.007 0.266 0.001 0.070 0.728 0.832 52.81 0.004 0 0.039 0.044 0.376 0.855 62.33

GRAN 5e-4 0.011 0.005 0.059 0.645 0.276 90.87 0.006 0.475 0.412 0.039 0.502 0.221 45.39
BiGG 0.006 0 0.003 0.043 0.308 0.521 97.93 5e-4 0 0.001 0.017 0.009 0.127 95.19

GraphVAE 0.006 0.122 0.007 0.024 0.051 0.109 69.79 0.094 0.866 0.405 0.071 0.137 0.415 69.54
GraphVAE-MM 0.001 0 5e-4 0.017 0.021 0.061 89.58 4e-4 0 0.008 0.019 0.175 0.136 100

DiGress 0.002 0.015 7e-4 0.020 0.060 0.085 95.23 0.001 0.045 0.006 0.030 0.038 0.148 90.44
G2PT 0.004 0.052 0.003 0.029 0.087 0.132 97.66 0.003 0.076 0.005 0.034 0.051 0.193 95.12

ConStruct 0.001 0 0.001 0.018 0.020 0.059 94.12 2e-4 0 0.004 0.015 0.010 0.097 91.36
NGTMw/oGE 0.005 0.041 9e-4 0.023 0.079 0.082 96.73 0.002 0.071 0.009 0.035 0.027 0.139 98.75
NGTMParallel 0.006 0 4e-4 0.018 0.050 0.068 98.67 0.003 0.021 0.012 0.016 0.017 0.159 100

NGTM 4e-4 0 3e-4 0.015 0.015 0.053 98.72 3e-4 0 0.003 0.012 0.007 0.102 100
PTC Ogbg-molbbbp

50/50 split 5e-5 3e-4 7e-5 0.003 0.008 0.022 96.73 5e-4 4e-5 8e-5 8e-4 7e-4 0.001 97.98
GraphRNN 0.007 0.004 0.006 0.071 0.417 0.816 33.15 0.003 0.001 9e-4 0.126 0.553 1.361 94.73

GRAN 0.020 0.115 0.009 0.038 0.179 0.164 78.84 0.006 0.376 0.011 0.044 0.359 0.354 93.96
BiGG 3e-4 0.004 9e-5 0.019 0.027 0.056 95.89 0.002 0.001 9e-4 0.009 0.031 0.059 96.22

GraphVAE 0.223 0.729 0.537 0.035 0.204 0.613 42.31 0.031 0.562 0.048 0.019 0.061 0.313 57.38
GraphVAE-MM 0.033 5e-4 0.002 0.022 0.038 0.055 82.39 0.002 0.007 9e-4 0.004 0.031 0.047 92.96

DiGress 0.012 0.008 0.007 0.026 0.098 0.113 89.85 0.003 0.005 0.001 0.010 0.042 0.073 93.67
G2PT 0.022 0.016 0.010 0.033 0.079 0.104 93.70 0.002 0.008 6e-4 0.013 0.048 0.092 96.85

ConStruct 0.005 0.001 0.003 0.021 0.032 0.051 94.73 0.001 5e-4 0.001 0.006 0.030 0.052 92.18
NGTMw/oGE 0.029 0.008 0.027 0.053 0.142 0.178 90.82 0.004 0.007 9e-4 0.033 0.097 0.271 85.39
NGTMParallel 0.056 7e-4 0.014 0.067 0.398 0.367 83.71 0.001 0.009 7e-4 0.026 0.245 0.289 79.24

NGTM 0.002 2e-4 0.003 0.017 0.022 0.046 96.03 0.001 0.004 5e-4 0.008 0.029 0.032 96.38

employ three MultiheadAttention modules to compute attention between the substructure, the current graph, and the global
structure vector. The mapping network includes three linear layers with LayerNorm. All hidden dimensions are set to 256.

2.2.4 Evaluation Metrics
We evaluate the effectiveness of NGTM through both qualitative and quantitative metrics to comprehensively assess the diversity
and realism of the generated graphs. Qualitative Evaluation: This involves visually inspecting the generated graphs and
comparing them with real samples to assess structural plausibility and visual similarity. Detailed visual comparisons for each
model across various datasets are provided in the Appendix (see Appendix A.2). Quantitative Evaluation: We use two types
of metrics to measure the distributional distance between generated and test graphs: (1) GNN-based Metrics: These metrics
utilize a task-agnostic Graph Neural Network (Random-GNN)36 to extract graph representations. We evaluate the discrepancies
using F1 PR, which measures the diversity of the generated graphs, and MMD RBF, which assesses their realism based on
structural and semantic alignment. (2) Statistics-based Metrics:This approach directly compares structural statistics such as
degree distributions, orbit counts, clustering coefficients, spectral features, and graph diameter26, 28. Following O’Bray et al.37,
we also report ideal scores obtained from a 50/50 data split, which serve as a lower bound for distributional distance. These
combined metrics provide a comprehensive view of the model’s performance.

2.3 Comprehensive Evaluation of Generation Performance
To comprehensively evaluate the generation capabilities of NGTM, we conduct three sets of experiments. First, in Generation
Quality Evaluation, we compare NGTM against state-of-the-art baselines and analyze ablation variants to understand the
contribution of each module. Second, we perform Parameter Sensitivity analysis to investigate the impact of key hyperparameters
on performance. Finally, we carry out Evaluation on Capturing Class-wise Structural Differences to assess NGTM’s ability to
replicate meaningful structural variations across semantic classes.

2.3.1 Generation Quality Evaluation
We conducted experiments comparing NGTM with several graph generation models across four representative datasets,
spanning synthetic, chemical, and bioinformatics domains. As shown in Table 1, NGTM consistently achieves results that rival
or outperform the strongest baselines, despite explicitly emphasizing interpretability—a quality often seen as coming at the cost
of generation fidelity.
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(a) Substructure Count (W) (b) Topic Count (K) (c) Substructure Node Size (n)

Figure 2. Impact of key parameters on the PTC dataset. (a) Effect of substructure count (W). (b) Effect of topic count (K). (c)
Effect of substructure node size (n).

Notably, our evaluations show that NGTM is capable of robustly capturing both local structural motifs and global topological
characteristics, essential for realistic graph synthesis. This is particularly significant in chemically relevant scenarios such
as MUTAG, PTC, and Ogbg-molbbbp datasets, where generating accurate molecular structures directly impacts real-world
outcomes, including drug design and toxicity prediction. NGTM-generated graphs exhibit clear and consistent chemical
substructures that align well with known domain knowledge, demonstrating its strong practical potential in scientific contexts,
as further illustrated by the examples in Appendix Figure 10.

Further analysis through ablation studies highlights crucial insights into NGTM’s design. Removing the global structural
guidance module (NGTMw/oGE) markedly degraded the coherence and realism of generated graphs. This observation clearly
illustrates that maintaining high-level global structure constraints significantly enhances the model’s ability to produce realistic
and semantically coherent graphs. Similarly, replacing sequential substructure assembly with parallel integration (NGTMParallel)
adversely affected structural consistency, suggesting that our sequential assembling of semantic components has been critical
for preserving complex structural dependencies.

2.3.2 Parameter Sensitivity
Figure 2 illustrates how varying key parameters affects graph generation performance on the PTC dataset. The results reveal
consistent trends across both diversity (F1 PR) and realism (MMD RBF) metrics. (a) Substructure Count W: Increasing the
number of sampled substructures significantly enhances both graph realism and diversity. MMD RBF decreases sharply while
F1 PR approaches saturation as W increases from 20 to 50. This suggests that denser substructure sampling enables NGTM to
better capture nuanced structural variations. (b) Topic Count K: Expanding the number of latent topics from 1 to 30 results
in a marked improvement in performance. As K grows, the model gains greater flexibility in organizing substructures into
semantically coherent patterns. (c) Substructure Node Size n: Larger substructure sizes improve performance, especially
in realism. When n increases from 4 to 25, MMD RBF drops by over 80%, indicating that small substructures may fail to
capture essential motifs. These trends collectively indicate that a careful balance of these parameters is essential not only for
optimizing the expressiveness and quality of the generated graphs, but also for maintaining a trade-off between performance
and interpretability.

2.3.3 Evaluation on Capturing Class-wise Structural Differences
To evaluate whether NGTM can effectively capture semantically meaningful structural differences between graph classes,
we design an experiment focused on distinguishing carcinogenic from non-carcinogenic graphs using the PTC dataset. PTC
provides real-world binary labels for molecular graphs, where structural properties are known to strongly correlate with
biological functions38–40. We examine ten structural metrics—including modularity, density, numbers of cycles (4-cycles,
5-cycles, 6-cycles), clustering coefficient, diameter, and node count—which collectively capture key aspects of molecular
topology such as sparsity, cyclicity, and community structure, all critical for understanding carcinogenic behavior.

We train a GIN classifier on real PTC graphs and apply it to graphs generated by NGTM. To assess how well NGTM
preserves class-specific structural differences, we compute Cohen’s d effect sizes and corresponding p-values for each metric.
Cohen’s d quantifies the difference between the average values of the two classes, normalized by their internal variability: larger
absolute values indicate stronger separation between classes, while the sign indicates which class has higher scores. P-values,
obtained from standard two-sample t-tests, measure how likely such a difference would arise by chance if there were no true
difference; smaller values (e.g., p¡0.05) suggest statistical significance.

Figure 3 summarizes the results across all models. Real PTC data (bottom row) shows strong structural differenti-
ation between classes, including higher modularity and more 4-cycles, but lower density and clustering in carcinogenic
graphs—consistent with known biological patterns38–40. Among all generative models, NGTM best replicates the effect size
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Figure 3. Comparison of Structural Metric Effect Sizes Between Real and Generated Graphs across Models.

Figure 4. Sampled substructure skeletons (top row) from each NGTM topic, and corresponding chemically plausible
molecules (bottom row) generated by decorating the skeletons based on PTC dataset hypotheses.

patterns observed in real data, closely matching both the direction and magnitude of class-specific structural trends across most
metrics. Notably, NGTM is the only model that consistently captures the full profile of structural effects, including significant
separation on modularity, density, and 4-cycles. These results demonstrate that NGTM not only produces realistic graphs but
also captures meaningful structural variations associated with biological classes, supporting the model’s interpretability and
semantic alignment with domain knowledge.

2.4 Analysis of Learned Substructure Topics
To further verify that NGTM captures meaningful and interpretable structural patterns, we conduct an analysis of the learned
substructure topics. We select the PTC dataset for this analysis because it offers real-world binary labels and well-documented
structural characteristics, making it a strong testbed for evaluating whether learned topics align with known biological
properties40. Notably, we use a model trained with five latent topics to ease the presentation of the effects of different topics in a
model. Specifically, we organize the analysis into three parts: First, we sample and visualize representative substructures from
each latent topic to understand their semantic meaning. Second, we study how varying topic weights impact key graph-level
structural properties. Finally, we examine how topic manipulations affect the predicted biological class (carcinogenic vs.
non-carcinogenic), validating the biological relevance of the learned topics.
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Figure 5. Topic-wise impacts on structural metrics evaluated through systematic topic weight manipulation.

2.4.1 Topic Visualization
We conduct a topic visualization analysis for a better understanding of the semantic meanings captured by the learned topics.
We first randomly sample three latent vectors from each topic distribution and decode them using the NGTM substructure
decoder to obtain representative substructure skeletons (top row of Figure 4). These skeletons serve as canonical examples of
the structural motifs captured by each topic. To interpret these structures, we propose chemically plausible decorated molecules.
Specifically, we reference the Positive and Negative Hypotheses extracted from the PTC dataset40, which describe substructures
associated with carcinogenic (Positive) and non-carcinogenic (Negative) classes. By matching sampled skeletons to these
hypotheses, we generate decorated molecules (bottom row of Figure 4) that ground the abstract motifs in real-world chemical
knowledge.

The sampled structures reveal clear and coherent semantic distinctions between topics, consistent with the class-wise
structural trends observed earlier (Figure 3). Topic 0 predominantly generates linear or lightly branched chains, resembling
simple alkyl structures typical of non-carcinogenic compounds. Topic 1 produces star-like tree structures with short diameters,
similarly favoring benign graphs. Topic 2 is dominated by small ring systems and fused cycles, representing a structurally neutral
scaffold family. Topic 3 generates extended polycyclic frameworks that are associated with high modularity and increased
carcinogenic probability. Topic 4 produces irregular and ladder-like cyclic structures, showing a mild alignment toward
carcinogenicity. This visualization demonstrates that NGTM’s latent topics not only partition the graph space meaningfully but
also align well with chemical motifs relevant to biological function.

2.4.2 Influence of Topic Manipulation on Graph Structure
We conduct a controlled topic manipulation experiment to evaluate whether the learned topics meaningfully control graph-level
properties. This complements earlier findings on class-specific structural differences (Figure 3) by directly testing the causal
relationship between topic proportions and generated graph structures. In this experiment, we progressively increase the weight
of a target topic by adjusting the topic mixture vector q: specifically, for each topic Ti , we shift its normalized weight from
–0.30 to +0.50 in increments of 0.15, while proportionally rescaling the weights of the remaining topics to maintain a valid
probability distribution. For each setting, we generate 300 graphs to compute structural metrics. Changes are quantified using
Cohen’s d effect sizes, and statistical significance is assessed via standard two-sample t-tests.

Figure 5 shows the effect sizes of each topic across ten structural metrics. Warmer colors indicate positive shifts, cooler
tones represent decreases, and asterisks denote statistical significance. Among all topics, Topic 3 exhibits the strongest influence:
increasing its weight substantially raises modularity, accompanied by moderate increases in node count and diameter. This
matches the known profile of carcinogenic graphs, which tend to be large, modular, and sparse38, 39, suggesting that Topic 3
encodes carcinogenic-like structural motifs. In contrast, Topic 1 shows an opposite trend: it reduces modularity and diameter,
promoting compact, highly connected graphs—a characteristic associated with non-carcinogenic structures40. Other topics
exhibit more localized effects. Topic 0 increases graph density and the number of 4-cycles, while slightly reducing clustering,
consistent with heteroaromatic scaffolds containing square-like motifs. Topic 4 decreases density but increases clustering,
triangles, and 6-cycles, resembling the structural patterns of polycyclic natural products. Topic 2, in contrast, shows minimal
and statistically insignificant effects across most metrics, indicating it may serve as a neutral or background topic.

7/17



(a) Reducing Graph Diameter via Topic 1 Adjustment (b) Increasing Graph Modularity via Topic 3 Adjustment

Figure 6. Structural changes induced by progressively increasing the contribution of Topic 1 and Topic 3.

Figure 7. Effect of progressively increasing individual topic weights on the class probability of generated graphs in the PTC
dataset. Solid lines represent Class 0 (non-carcinogenic) and dashed lines represent Class 1 (carcinogenic).

Figures 6(a) and 6(b) illustrate concrete examples of topic manipulation in NGTM. In Figure 6(a), progressively increasing
the weight of Topic 1 shrinks the diameter of generated graphs from 8 to 4 nodes, further reinforcing its strong link to compact
topologies. Conversely, in Figure 6(b), increasing the weight of Topic 3 steadily boosts modularity from 0.33 to 0.52, reflecting
the emergence of more pronounced multi-community structures. These findings confirm that NGTM’s learned topics act as
interpretable and controllable factors that systematically influence global graph properties. Moreover, the observed trends
are consistent with class-specific structural patterns identified in real PTC graphs, reinforcing the semantic alignment and
interpretability of NGTM. Additional examples of topic manipulation can be found in Appendix Figure 11.

2.4.3 Influence of Topic Manipulation on Class Probabilities
To further validate whether NGTM’s learned topics align with meaningful biological properties, we design an experiment to
examine how manipulating the weight of individual topics affects the predicted graph class (carcinogenic vs. non-carcinogenic).
This complements earlier structural analyses (Figure 3) by testing whether the structural shifts induced by topic manipulation
translate into corresponding shifts in biological classification, thus providing behavioral evidence for the semantic grounding of
the learned topics. Specifically, for each latent topic, we progressively vary its normalized weight from 0 to 1 in increments of
0.05, while proportionally decreasing the weights of the remaining topics to maintain a valid mixture (i.e., the topic proportions
always sum to 1). At each setting, we generate 300 graphs and predict their classes using a GIN classifier trained on real PTC
graphs. We then compute the proportion of generated graphs classified as carcinogenic (Class 1) or non-carcinogenic (Class 0)
under each topic manipulation.

Figure 7 shows the results. Solid lines represent the probability of being classified as Class 0 (non-carcinogenic), while
dashed lines represent Class 1 (carcinogenic). The findings are consistent with the structural patterns observed earlier: Topic
3 strongly promotes carcinogenicity: as its weight increases, the Class 1 probability rises monotonically, reaching about
0.75 when Topic 3 dominates the mixture. This is coherent with Figure 3, where Topic 3 was shown to boost modularity
and graph size—two key traits associated with carcinogenic graphs38, 39. Topic 1 exhibits the opposite effect: increasing
its weight enhances the likelihood of Class 0, indicating a shift toward benign, compact structures. This matches its role in
producing graphs with reduced diameter and modularity. Topic 0 slightly favors Class 0, likely due to its influence on increasing
density and 4-cycle motifs, structural features often found in non-carcinogenic compounds. Topic 4 mildly favors Class 1,
consistent with its enrichment of triangle motifs and 6-cycles—patterns associated with certain polycyclic frameworks found
in carcinogenic molecules. Topic 2 remains largely neutral, corroborating its weak and statistically insignificant influence
across structural metrics seen previously. These results reinforce that NGTM’s topics do not merely partition graph structures
randomly but capture interpretable, biologically relevant factors. The directional shifts in class probability are fully consistent
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with prior Cohen’s d analyses of structural metrics, confirming that the semantic meaning embedded in each topic manifests
both in structure and biological function.

(a) Topic prob ability
(d) Metrics compariso n

Carcinogenic

Non - carcinogenic

(b) Substructures (c) Graph

Figure 8. Interpretable Comparison of Carcinogenic and Non-carcinogenic Graphs Generated by NGTM.

2.5 Case Study: Interpretable Comparison of Carcinogenic and Non-carcinogenic Graphs
Figure 8 presents an interpretable comparison between carcinogenic and non-carcinogenic graphs, illustrating how NGTM’s
topic-driven generation process reflects biologically meaningful structural differences. In (a), we show the topic proportion
vectors sampled for each class. The carcinogenic graph exhibits a dominant weight on Topic 3, whereas the non-carcinogenic
graph places greater emphasis on Topic 2. These proportions determine the selection of substructures from the learned topic
distributions. As shown in (b), the carcinogenic graph incorporates more polycyclic and modular motifs (red and green regions),
while the non-carcinogenic graph emphasizes compact and simpler motifs such as rings and chains. These sampled substructures
are then assembled into full graphs, shown in (c), where the carcinogenic structure is visibly larger and more modular, while the
non-carcinogenic structure is smaller and denser. The resulting structural properties, summarized in (d), confirm this distinction:
the carcinogenic graph has more nodes, higher diameter, and more star motifs, while the non-carcinogenic graph shows slightly
higher density. These observations are consistent with previous findings (e.g., Figures 3 and 5), where Topic 3 was linked to
traits such as increased modularity and carcinogenicity, and Topic 2 was associated with compact, neutral structures. This case
study demonstrates that NGTM not only generates graphs with realistic topologies but also aligns its topic-driven compositional
process with interpretable, class-specific semantics, reinforcing its potential for biologically informed graph generation.

3 Discussion
NGTM introduces a new paradigm for interpretable graph generation by modeling graphs as mixtures of latent substructure
topics. Evaluated across four benchmark datasets, NGTM not only achieves competitive generation quality but also provides a
transparent and controllable generative process. By linking distinct structural patterns such as modularity, diameter and cyclicity
to separate latent topics, NGTM allows users to fine-tune both global graph properties and local substructures through intuitive
topic manipulation. This fine-grained control is promising for applications like molecular design, where adjusting structural
features can steer the generation of molecules toward desired properties, such as lower toxicity or improved bioavailability.
Indeed, NGTM’s interpretable topic-based framework opens avenues for broader scientific and engineering tasks. In materials
science, for instance, guiding the formation of specific crystalline motifs could accelerate the discovery of novel materials. In
knowledge graph construction, controlling the emergence of particular relational motifs may enhance logical coherence and
downstream reasoning capabilities.

Future extensions of NGTM could explore hierarchical topic structures, where topics themselves are organized at multiple
levels of abstraction, enabling even richer semantic modeling. Integrating property-aware training objectives would further
enable goal-directed graph generation, where users can specify desired graph properties alongside topic distributions. Addition-
ally, coupling NGTM with expert-in-the-loop interfaces—allowing users to edit, refine, or create new topics based on domain
expertise—could make the model even more powerful for scientific discovery and design applications.

4 Methods
In this section, we begin with backgrounds on graph generative models and topic modeling. We then describe the model
architecture, and finally detail the inference procedure and the loss function.
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4.1 Backgrounds
Graph Generation Over the past decade, significant efforts have been dedicated to advancing graph generation techniques,
including generative adversarial networks (GANs)41, 42, variational auto-encoders (VAEs)14, 25, 26, autoregressive models
(ARs)43, 44, normalizing flows (NFs)45, 46, and diffusion models (DMs)30, 47, 48. These models have provided robust frameworks
for generating realistic and diverse graphs, with applications in molecular chemistry45, 49 and program synthesis50, 51. However,
many of these methods function as black boxes, making it difficult to understand or interpret how specific graph structures
are generated. Existing efforts toward interpretability in graph generation have primarily focused on disentanglement-based
methods21, 22, 52, 53, which aim to learn latent factors aligned with controllable aspects of graphs, such as node or edge attributes.
These approaches provide insight into global properties but often fail to explain the step-by-step structure-building process.
In parallel, some methods explore substructure-based generation. JT-VAE18 assembles molecules from chemically valid
fragments using junction trees, while PS-VAE19 leverages frequently occurring subgraphs as building blocks. Although these
methods enhance generation quality and modularity, they are not designed for interpretability and do not explain why or how
substructures are selected and composed. In contrast, NGTM uniquely introduces a topic modeling perspective that organizes
substructures into semantically meaningful topics. This provides not only local interpretability through explicit substructures
but also global coherence through interpretable topic distributions. Our model offers a transparent generative narrative: each
graph is generated by first sampling topic mixtures (explaining the “why”), then selecting substructures governed by these
topics (explaining the “what”), and finally assembling them under structural guidance (explaining the “how”).

Topic Modeling and Neural Topic Models Topic modeling is a foundational technique in natural language processing
(NLP), originally developed to uncover latent semantic structures within large text corpora. Classical topic models, such as
Latent Dirichlet Allocation (LDA)23, Probabilistic Latent Semantic Analysis (PLSA)54, and Non-negative Matrix Factorization
(NMF)55, treat documents as mixtures of topics, where each topic corresponds to a distribution over words. These models
provide interpretable insights by identifying recurring patterns of word co-occurrence that align with intuitive semantic themes.
To overcome the limited expressivity and scalability of classical models, neural topic models (NTMs) have been proposed.
Representative works include the Neural Variational Document Model (NVDM)56, Neural Variational Inference for Topic
Models (NVITM)57, and contextualized topic models using deep encoders58. These methods integrate variational inference
with neural networks to learn flexible, high-capacity topic representations.

Although widely adopted in textual domains, topic modeling has been underexplored in the context of graph generation.
Most prior work involving topic models for graphs focuses on community detection or node classification, treating the graph
as static input rather than a generative target59, 60. In contrast, we argue that graphs—particularly molecular graphs—exhibit
structure that is naturally compositional and semantically organized, making them well-suited for a topic modeling framework.
Substructures in graphs (e.g., rings, chains, motifs) can be seen as the graph analog of “words” and entire graphs resemble
“documents” composed from mixtures of such semantic components.

Our proposed NGTM framework explicitly adopts this analogy by modeling graphs as mixtures of latent substructure
topics. Each topic captures a distribution over interpretable substructures, and the generative process assembles graphs by
sampling from these topics under global guidance. This structured approach enables both semantic transparency and traceability
throughout generation. To the best of our knowledge, NGTM is the first framework that integrates topic modeling principles
into graph generation to achieve both structural quality and interpretability.

4.2 Modular Architecture of NGTM
The NGTM framework is designed to learn topic distributions, substructure distributions, and a global structural prior from
training data, while also learning how to assemble substructures into complete graphs. As illustrated in Figure 9, NGTM
consists of several key components: the Topic Encoder, Structure Encoder, Global Encoder, Structure Decoder, Node Position
Encoder, and Mapping Network.

Encoder Module: NGTM uses three encoders to extract topic semantics, substructure-level patterns, and global structure
context. The Topic Encoder and Global Encoder process the full graph G and output the parameters of corresponding Gaussian
distributions via MLPs:

mq
z ;s q

z = MLP(EncTopic(G)) ; mg
z ;s g

z = MLP(EncGlobal(G)) :

To model topic-specific substructure priors, NGTM employs Conditional VAEs61. Each graph G is encoded by the Structure
Encoder and concatenated with a one-hot topic vector ok. The result is passed through MLPs to produce:

mk
z ;s k

z = MLP(EncStructure(G) � ok):

Here, the topic vector acts as a control signal, guiding the model to learn distinct distributions over structural motifs for each
topic. The reparameterization trick62 enables gradient-based optimization.
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Figure 9. The Overview of NGTM Architecture.

Decoder Module: Each sampled substructure vector zk= cw is concatenated with its topic one-hot vector and decoded as
follows:

sw = StructureDecoder(zk= cw � ok= cw):

This conditioning ensures that each generated substructure is semantically linked to a specific topic, enhancing interpretability.
Substructure Assembly Module: Each substructure sw consists of up to n nodes and is represented by an adjacency

matrix Asw. The graph is constructed by iteratively assembling W substructures. At each step w, the current graph state Gw� 1,
the substructure sw, and the global structure vector g are input into the Node Position Encoder to produce a Node Position
Encoding:

pw = Node Position Encoder(sw;Gw� 1;g):

This encoding is fed into the Mapping Network to generate a softmax-normalized mapping matrix:

mw = Softmax(Mapping Network(pw)) :

The matrix mw softly aligns nodes in sw with positions in the current graph. The adjacency matrix is updated as:

Aw = Aw� 1 + mT
wAswmw:

This soft assignment enables flexible integration of substructures while preserving a traceable correspondence between each
motif and its position in the graph, reinforcing transparency throughout the generation process.

4.3 Inference and Optimization
To enable efficient and interpretable learning, NGTM introduces a set of latent variables Z = f zq ;z1; : : : ;zK ;zgg , capturing
topic proportions, substructure semantics, and global graph characteristics. These variables are modeled as samples from
Gaussian distributions:

zq � N(mq
z ;s q

z ); zg � N(mg
z ;s g

z ); zk � N(mk
z ;s k

z ); for k = 1; : : : ;K:

We optimize the model parameters f using variational inference63, which maximizes the Evidence Lower Bound (ELBO) on
the log-likelihood of a graph G:

log p(G) � ELBO = Eqf (ZjG) [log p(G j Z)] � DKL
�
qf (Z j G) k p(Z)

�
:

The first term encourages faithful reconstruction of the input graph, while the second term regularizes the posterior distribution
by penalizing deviation from the prior. We assume conditional independence among latent variables, enabling factorization of
both the variational posterior and prior:

qf (Z j G) = qf (zq j G)
K

Õ
k= 1

qf (zk j G) � qf (zg j G);
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p(Z) = p(zq )
K

Õ
k= 1

p(zk) � p(zg):

Under this factorization, the KL divergence decomposes as:

DKL[qf (Z j G)kp(Z)] = DKL[qf (zq j G)kp(zq )]

+
K

å
k= 1

DKL[qf (zk j G)kp(zk)] + DKL[qf (zg j G)kp(zg)]:

4.3.1 Loss Function
The overall training objective of NGTM consists of a reconstruction loss, (K + 2) KL divergence terms, and an orthogonality
regularization term.

KL Divergences.We adopt standard normal priors for the topic proportion and global structure variables. The corresponding
KL terms are:

L q
KL = DKL

h
N(mq

z ;s q
z ) k N(0; I )

i
; L g

KL = DKL
�
N(mg

z ;s g
z ) k N(0; I )

�
:

For the K topic-specific substructure distributions, we use learnable priors N(mk;s k) to allow flexible modeling of diverse
structural motifs. Each topic’s KL divergence is weighted by its topic proportion zq

k :

L K
KL =

K

å
k= 1

zq
k � DKL

h
N(mk

z ;s k
z ) k N(mk;s k)

i
:

Reconstruction Loss.We adopt the micro-macro loss26, which captures both local and global graph properties. The micro
component enforces fine-grained structural fidelity (e.g., node degrees, pairwise connections), while the macro component
aligns global statistics such as degree distributions, triangle counts, and multi-step transition probabilities. This design ensures
permutation invariance and improves robustness to node ordering.

Orthogonality Regularization. To encourage semantic diversity among the learned topics, we introduce an orthogonality
regularization term on the topic means:

L ortho =
K

å
i= 1

K

å
j= 1
j6= i

�
(mki

z )> mk j
z

� 2
:

This term penalizes alignment between different topic centers, promoting topic disentanglement.
Total Loss. The final objective combines all components with balancing weights:

L total = a � L rec + b � L q
KL + d � L g

KL + g � L K
KL + w � L ortho:

Here, a , b , d, g, and w are scalar hyperparameters that balance the contributions of the reconstruction loss, KL divergence
terms, and orthogonality regularization.

5 Conclusion
We introduced NGTM, a novel framework for interpretable graph generation that models graphs as mixtures of latent
substructure topics. By explicitly organizing meaningful substructures under topic distributions and guiding their assembly with
a global structural variable, NGTM ensures semantic transparency at both local and global levels throughout the generation
process. Extensive experiments across diverse datasets demonstrate that NGTM not only achieves competitive generation
quality but also provides clear, traceable interpretations of how structural components shape the final graph. This interpretability
empowers users to understand, control, and steer graph generation, making NGTM especially valuable for applications where
transparency and precision are critical. By bridging the gap between structural fidelity and semantic interpretability, NGTM
points toward a promising direction for next-generation graph generative models—where generated structures are not only
realistic but also meaningfully explainable and controllable.
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6 Data Availability
All datasets used in this study are publicly available. The MUTAG and PTC datasets are accessed via the dgl.data.GINDataset in-
terface from the Deep Graph Library (DGL): https://www.dgl.ai/dgl_docs/generated/dgl.data.GINDataset.
html . The Ogbg-molbbbp dataset is accessed via the DglGraphPropPredDataset interface provided by the Open Graph Bench-
mark: https://github.com/snap-stanford/ogb/blob/master/ogb/graphproppred/dataset_dgl.
py . The Lobster dataset is synthetically generated using the random lobster function from the NetworkX library. It was first used
as a benchmark in the Graph Recurrent Attention Network (GRAN) paper: https://github.com/lrjconan/GRAN ,
and has since been widely adopted in subsequent graph generation research.
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A Appendix
A.1 Setup and Hyperparameters
The IToG framework employs three encoders, each utilizing a two-layer Graph Convolutional Network (GCN) followed by a
graph-level output formulation (summing the nodes’ representations). The substructure decoder is a three-layer fully connected
neural network that directly maps the substructure representation zw to a probabilistic adjacency matrix. Each layer incorporates
Layer Normalization64 and the LeakyReLU activation function. The mapping encoder leverages a transformer model to process
the combined substructures S and global information zg, employing multiple heads and layers. The mapping decoder is a
two-layer fully connected network that converts the encoded mapping representations into the final mapping matrix format.
Training is performed using the Adam optimizer with a learning rate of 0.0003 for 20,000 epochs, except for the ogbg-molbbbp
dataset, which is trained for 10,000 epochs. Table 2 lists the hyperparameters aMM, bKL, gKL, dKL, wortho, the number of
substructures W, the number of topics K, and the max node number of substructure n. These hyperparameters are selected based
on validation set performance. The code for all models is run on the same system, an AMD EPYC 7543 32-Core Processor
3.67 GHz and NVIDIA RTX A6000 GPUs.

Table 2. Hyperparameters for each dataset used in graph generation task.

Dataset aMM bKL dKL wortho gKL K W n
MUTAG 80 90 15 10 10 5 20 8
Lobster 20 10 0.5 1.5 1 5 20 10

PTC 10 1 1 1 1 5 20 20
Ogbg-molbbbp 200 50 5 5 4 5 20 20

A.2 Qualitative Evaluation Results
Figure 10 shows representative graphs generated by different models across four datasets, alongside randomly selected test
samples. For each model, 20 samples are generated, and visually representative examples are shown for comparison. On the
Lobster dataset, NGTM is able to generate tree-like structures that resemble those in the test set, capturing the overall branching
pattern. For Ogbg-molbbbp and MUTAG, NGTM produces molecular graphs that preserve common structural elements such as
rings and chain fragments. Compared to baseline models, NGTM tends to generate graphs with clearer local patterns and fewer
disconnected or redundant components.
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Figure 10. Visualization of generated graphs

A.3 Extended Results: Effects of Topic Manipulation on Graph Properties
To complement the main results, we present additional examples demonstrating how targeted topic manipulation affects various
structural properties of generated graphs. Figure 11 showcases cases where adjusting individual topic weights systematically
influences clustering coefficient, density, diameter, number of nodes, and the presence of specific cycle motifs (e.g., 4-cycles or
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squares). In each case, increasing the weight of a given topic leads to predictable and interpretable changes in the corresponding
metric, reinforcing the controllability and semantic consistency of NGTM’s learned topics. These examples provide further
evidence that NGTM enables fine-grained, topic-guided control over global and local graph characteristics.

(a) T2-Clustering (b) T4-Clustering

(c) T2-Density (d) T0-Diameter

(e) T2-Node (f) T2-Square

(g) T1-Square (h) T4-Triangle

(i) T4-6cycle (j) T1-Modularity

Figure 11. Effect of targeted topic weight manipulation on structural properties of generated graphs.
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